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Abstract 
Evaluating the information retrieval effectiveness of search engines can be expensive and difficult to 
execute in naturalistic settings. An effective method of evaluating performance of such Web information 
retrieval systems would be by automated means, relying on implicit feedback from real searchers. With 
this approach, one can evaluate system performance in naturalistic settings without the expense of 
human evaluators. In this paper, we describe xPOSe, an application to evaluate the effectiveness of 
Web search and demonstrate the same in a pilot evaluation. Using user implicit feedback, the 
application automatically categorizes Web documents to calculate the precision, shortest path, and 
offset performance metrics. One can integrate xPOSe with, and execute unobtrusively with the 
browser. We pilot tested the application in a user study, and the results indicate that an accurate 
calculation of performance metrics is indeed possible. The implications are that using the tool one can 
evaluate Web search engines in real time and in a naturalistic setting. 

Symposium themes: (1) Case studies, field experiments, simulations, etc. of context-sensitive 
Information Seeking & Retrieval and (2) Platforms and frameworks for doing research on IIiX 
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1. INTRODUCTION  

The situational context in which a user performs a search is critical in evaluating the retrieval 
performance of any Web search engine or information retrieval (IR) system, since the situation affects 
the searcher judgment of relevance of particular results. With these user judgments, one can assess 
the performance of Web search engines, improve system design, enhance content, and provide better 
support to customers. However, obtaining these user judgments in naturalistic settings is difficult [19]. 

Aside from lab studies, methods to obtain user relevance judgments include explicit feedback methods 
such as questionnaires and surveys about the relevance of retrieved document. Unfortunately, it is not 
always feasible to obtain relevance judgments from Web users because of universal access to Web 
systems. In addition, explicit feedback suffers from low participation rates.  

The goal of the research reported here is to develop a system that uses implicit user feedback for the 
evaluation of a search engine’s performance. Implicit feedback is an alternate method to gather 
significant amounts of relevant judgment data for system evaluation [7, 14, 21]. We report on a client–
server application, xPOSe that automatically calculates relevance-based metrics for a particular search 
engine in real time. The client-side of the application calculates performance metrics based on the 
user’s implicit feedback actions and then send this information to the server-side of the application. 
With this client-server arrangement, one can conduct naturalistic studies of users of Web systems.  

Sections 2 and 3 present a brief literature review and the main research objectives. We then discuss 
the proposed application, the current progress, and research results to date in sections 4, 5, 6 and 7. 
Sections 8 and 9 provide the concluding remarks, along with future aims and implications of using 
implicit feedback for IR system evaluation. 

 

2. LITERATURE REVIEW 
Given that the task of an IR system is to retrieve documents that are relevant to the information need of 
the user, the question of how to evaluate an IR system with respect to the user is of great importance. 
The central concept is relevance as judged by the user. This “user” element greatly complicates the 
evaluation of searching systems, as user or other human evaluation is difficult to administer and 
expense in terms of resources. Therefore, researchers have investigated methods on automated 
evaluation systems. 

Using a by and large automated means, Shang and Li [16] evaluated six search engines using 3,000 
queries from two domains. Shang and Li computed relevance scores using three different relevance 
algorithms and then performed statistical comparisons of the ranking. Courtois and Berry [5] studied the 
first 100 items retrieved by five search engines from 12 queries developed by the researchers. They 
then evaluated the ranking of the search engines using three criteria: that at least one occurrence of all 
search terms; at least one occurrence of all search terms appearing as a contiguous phrase; and at 
least one occurrence of all search terms appearing within the title, headers, or meta-tags. There was no 
statistical comparison performed.  

Soboroff, Nicholas, and Cahan [17] presented an automatic technique to map queries with a random 
set of documents. Chowdhury and Soboroff [3] utilized five search engines and compared their ranking 
performance automatically, finding that the performance for most search engines is statistically 
equivalent. The researchers used 2,000 individual queries taken from AOL transaction logs, pairing 
these queries with known Web documents. Villa and Chalmers [21] investigated the tracking of implicit 
feedback data. Can, Nuray, and Sevdik [2] proposed an automatic Web search engine evaluation 
method as an efficient and effective assessment tool for such systems. Using eight Web search 
engines, 25 queries, and the top 20 results, the researchers used a binary-user relevance judgments 
scheme, determined by the information requester. Using Pearson’s r correlation, the researchers 
reported that their method provided results consistent with human-based evaluations. 
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From this review of Web search engine evaluation, we see a series of studies that examine 
performance (i.e., typically precision and ranking) of search engines using a mixture of means for 
determining relevance and gathering data. In most of the studies, the evaluation required human 
evaluators, which may not be practical in a realistic environment for Web search engines. Or, the 
assessment required the determination of relevance via some other means that actions by the 
searcher. Only a limited number of studies addressed automated methods for search engine evaluation 
without human evaluators. Most of these involved sets of queries and results selected by the 
researchers and not real users. None of these prior works addressed methods for conducting 
naturalistic evaluations of Web search engines using relevance judgments by the searchers.  

We address this shortcoming in the research by presenting the xPOSe application that utilizes a variety 
of implicit feedback measures from searcher to determine the relevance of documents, and thereby, 
measure the performance of the search engine. There is a growing attention and acceptance that 
implicit feedback provides a method to gathering additional information concerning the searcher’s 
underlying information need [6, 10, 11, 18, 22-25]. 

 

3. RESEARCH MOTIVATION AND OBJECTIVES 
In order to conduct naturalistic evaluations of IR systems, we developed xPOSe, a system that 
calculates in real-time measures the user’s satisfaction with search engine performance using implicit 
feedback for relevance judgment. In the following sections, we present a description of the application 
and the results of our pilot study using the xPOSe tool. 

 

4. RESEARCH FRAMEWORK 
IR systems, such as high volume traffic Web search engines, collect large amounts of implicit relevance 
judgments by user-system interactions during actual search sessions. These interactions are implicit 
feedback that one can categorize as (1) Indicating relevance, (2) Indicating non-relevance, and (3) Not 
known. Although the exact mapping between implicit feedback actions and one of these three 
categories is an open research question, one can make some general mapping rules. For example, if a 
searcher bookmarks a document retrieved by a query, one can generally assume that the document 
was relevant (certainly not always though). For more in-depth examinations of implicit feedback 
classifications, please see [9, 12, 14]. 

One can also classify retrieved results into four broad categories, namely, (1) Relevant, (2) Not 
relevant, (3) Relevant but already observed, and (4) Not known. We define these categories as:  

·  A Relevant document is a document that the user identifies as being of interest to a query.  

·  A Not relevant document is identified by the user as not being of interest.  

·  A Relevant but already observed document is one in which the user has already shown interest 
and has been marked as Relevant but occurs again in the results listing. 

·  A Not known document documents is one about which the user has made no decision.  

The rational is that by using the number of documents categorized by implicit feedback and the number 
of retrieved results, one can calculate several relevance-based performance metrics for IR systems. 
This capability provides the opportunity to evaluate systems in real time and in naturalistic settings.  

 

 

5. DEVELOPMENT METHODOLOGY 
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One of the essential aims in developing an application is that evaluation process should not burden the 
user in any way. In addition, we wanted the software to be easily installable and unobtrusive during the 
search process. The application needed the capability to capture implicit feedback, calculate 
performance metrics in real time, and store the feedback and metrics at some centralized location. Our 
xPOSe application achieves most of these aims. 

 

5.1 Structure of the Application 
The software consists of (1) the Client-side module and (2) the Server-side module. 

The client and server components of the application communicate using sockets. The client sends a 
string message containing the user details to the server in the form of a plain text document. This text 
file provides time-stamped links, maintaining the order of visit by the user, along with the manually 
tracked user actions and observations, including  

·  Implicit feedback interactions such as copy, bookmark, print, save, etc. that indicate relevance 

·  The rank and uniform resource locator (URL) of the links clicked upon by the user. Rank here 
refers to the order in which the search engine displayed the links 

·  Order in which the user clicked on the links (i.e. if the user clicked on the 1st, 2nd and 5th links, 
the order was noted as 1, 2 and 5.)  

Further, the document also provides a detailed report on the query processing at the user end. This 
includes the search queries across multiple search sessions, along with the calibrated performance 
metrics (explained in next section). The compiled document is then sent to the server automatically, 
when the application detects complete shutdown of the Internet browser.   

A daemon runs at the server end, waiting for incoming files from the clients. It is capable of 
simultaneous reception of files from multiple clients. The server dumps the received file locally for 
further analysis on the collected data.  

 

5.2 The Client Wrapper Application  
We implemented the client-side module in Visual Basic 6 (see Figure 1). The module interfaces with the 
searcher’s browser through Dynamic Data Exchange (DDE) capturing the action-object [8] pair (i.e., 
implicit feedback and object of that feedback) combinations detected. The client-side module uses 
these action-object pairs to calculate three performance metrics. These performance metrics include 
precision, shortest path, and offset.  Precision is defined as.  

 

 

Shortest path [4] is the number of non-relevant documents the user has to go through before 
encountering a relevant document, assuming the user starts at the top results as ranked by the search 
engine. From a user perspective, we define shortest path as the number of non-relevant documents 
that a user has to click through before reaching his/her first relevant document. Thus, if the user has 
clicked through four non-relevant documents before reaching the first relevant document, the shortest 
path is four. One can use the shortest path as a measure of the quality of the retrieved results listing in 
terms of the user effort required. 
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Offset is the difference between user rank and search engine rank. We capture user deemed aggregate 
document rank and search engine aggregate document rank. User deemed aggregate rank is the 
average rank of the documents in the order in which the user clicks upon them. For example, if the 
search engine’s result list contains 10 documents and the user clicks on the first document at first, then 
the third document and the seventh document in the end, our system interprets the user deemed 
aggregate rank as:  

 
 
However, the search engine (SE) aggregate rank in this case is:  

 
 
Thus, we obtain the offset as: 

 
 
The smaller the offset, the more accurate a search engine’s retrieved document listing is in terms of a 
user’s relevance judgment. Thus, one can use offset as a measure to determine the quality of the 
displayed list of documents in terms of relevance. As previously mentioned, the client-side module 
calculates these metrics in real-time and sends them to the server, along with the related queries.  

The client-side module extracts the value of the browser’s status bar to determine whether the user is 
viewing documents or the search engine results listing. If the user clicks on a link to view a document, 
the URL of the document is reflected in the status bar of the browser. The status bar text is extracted 
on the occurrence of this view event; the extracted URL saved as an already viewed document; and 
simultaneously, a counter tracking the number of viewed documents is incremented. A counter begins 
tracking the number of viewed documents. 
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Figure 1: The Client-side Module Interfacing with t he CiteSeer Search Engine. 

The client-side module is a self-installing executable that one can download and install over the 
Internet. Running unobtrusively in the background while the user is searching, the client-side module 
extracts the links available on a search engine results page and compares them with the links on which 
the user clicks. This module uses this process to determine the offset and shortest path performance 
metric values. One can activate the wrapper application from a button integrated into the browser tool 
bar and can modify the module to work with any search engine. The necessary modifications are 
straightforward, and require the developer to make the application aware of the target search engine’s 
format of query processing and results display.  

 

5.3 The Server Wrapper Application 
The server-side module collects the information sent from one or more client-side applications, storing 
each into a file. The server-side module creates and names the file using the Internet Protocol (IP) 
address of the computer on which the client-side module is running. The server-side module uses 
sockets to receive the messages from the client-side module. The connection request and messages 
obtained are visible on the server display window. The server writes the performance metrics generated 
in real time. 
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Using the server-side application, one can assess the performance of the search engine with respect to 
user relevance judgments through the input page of an ASP interface. The server-side application also 
writes the current performance ratio values to a database at five-second intervals. These intervals can 
be adjusted with changing requirements by altering the server code. The database contains records for 
each user IP address and session value. Thus, using the IP address and session name together as the 
primary key, the system can identify individual user sessions. The search engine administrator can pull 
up records for each individual user session in this manner. 
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Figure 2: The Server-side Module Listening for Mess ages from the Client. 

A snippet from a client log file is: 

 
+++++++++++++++++++++++++ 
Query File 
+++++++++++++++++++++++++ 
 
Query  = ranking 
Shortest Path = 0 
Precision = 0 
Offset  = 0 
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Query  = personalized ranking 
Shortest Path = 1 
Precision = 0.5 
Offset  = 0 
 
Query  = “web ranking” 
Shortest Path = 1 
Precision = 1 
Offset  = 5 
 

 
6. xPOSe EVALUATION 
 
6.1 User Evaluation of Performance Tool 
In order gauge the effectiveness of xPOSe, we conducted a pilot test of the application with 5 graduate 
students using the CiteSeer search engine. CiteSeer (http://citeseer.ist.psu.edu/) is a digital library of 
documents from computer science and related fields harvested from the Web. For more information on 
CiteSeer, see [13].  

The motive behind this approach was to determine the effectiveness of the software in light of the 
users’ differing searching experiences and searching needs. For the searching session, we modified 
the xPOSe application to display a survey when the participant closed the browser. The survey listed all 
uniform resource locators (URLs) that the participant viewed during the session. On the survey, the 
participant would rate each URL as Relevant, Somewhat Relevant, or Not Relevant. This approach 
allowed calculation of a reported set of relevance calculations, which we then could compare with 
recorded metrics calculated by the XPOSe application using implicit feedback.  
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�
Figure 3: The Participant Survey for Viewed URLs. 

 

We then compared the application-calculated metrics against the metrics reported by the participants. 
We performed statistical tests using this data to determine whether there was a statistically significant 
difference between the two populations of metrics. These statistical tests of significance allowed us to 
measure the effectiveness of the application in evaluating the search engine. If the application operated 
effectively, there would be no significant difference between the two calculations. 

 

7. DISCUSSION 
The xPOSe application was able to calculate metrics for 100 percent of the searchers and successful 
transmit the metrics to the server. Upon comparisons between the survey data and the data calculated 
by xPOSe, it was plainly obvious that xPOSe significantly undercounted the number of relevant 
documents, which definitely affected the calculation of the precision, shortest path, and offset metrics.  

We investigated the causes of the discrepancies. Two issues emerged from analysis of the available 
data. The first was that nearly every document that the participants clicked on they judged as relevant. 
In out calculations of relevant, we were looking for more definitive indications of relevance, such as 
saving, printing, or bookmarking. However, most of the documents (26) viewed were judged to be 
relevant or somewhat relevant (87%) and only four documents (13%) were deemed not relevant. It 
turns out that such definitive feedback may not be needed. The reason is that most modern search 
engines provide an abundance of information on their search results listings, typically including title, 
summary, and URL, Figure 4 shows the typically results listing from CiteSeer. 



10 of 14 

Figure 4: Screenshot of CiteSeer Results Listing. 
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Figure 5: Screenshot of CiteSeer Meta-Data Page. 

 

Additionally, CiteSeer provides an additional page of information (see Figure 5), so the user has an 
abundance of meta-data about the document before ever viewing it. Therefore, it is reasonable that 
most of the documents viewed would be relevant. Therefore, we updated xPOSe to count a document 
view as a sign of relevance. 

The second issue concerns how to judge the utility of a document, which has been a long debated 
issue in search literature [c.f., 1, 15, 20]. Our survey asked the participants to judge each document in 
terms of relevance; however, it became apparent that there was an additional factor at play, namely 
usefulness. In other words, a document could be relevant, in relation to a given query. However, the 
user still might not consider the document useful in term of their overall information need (i.e., writing a 
report, making a purchase, etc.). Due to this, we added an evaluation field on the survey to ask for both 
a relevance judgment and a judgment on usefulness.  

 

8.  FUTURE DIRECTIONS OF RESEARCH 
With these improvements, the xPOSe application successfully provides real-time evaluation of search 
engine performance without the use of human judges. The application would certainly work well when 
combined with explicit user feedback to give a better real-time indication of user relevance judgments.  

The xPOSe application works using implicit user feedback to make automated search engine 
performance evaluation in real-time. xPOSe also provides a prototype for a client-server application 
that search engine could potentially use to further personalize results listings. Search engines can 
aggregate real-time data about user preferences and relevance judgments to develop more advanced 
profiles of user interests, tastes and search experiences. Such personalization would be a big step 
toward a faster, more personalized, more user-centric, and more accurate search process. 

The importance of the result of this research is that an application for capturing user interactions via 
implicit relevance judgments can achieve significant benefits in evaluating search engine performance. 
The results show that this approach is workable and a worthwhile avenue of for future research. It also 



12 of 14 

shows that implicit relevance judgments is workable and can reduce the cost and time of evaluating 
search engine performance. 

At present, the Web’s highly dynamic setting and client–server architecture restricts the efficiency of the 
applications relying on implicit feedback. xPOSe depends on user actions to collect relevance 
judgments and directly interfaces with the browser itself. Thus random events like pop-ups, 
disconnecting from the Internet, network delays, and non-existing Web pages can introduce errors into 
the calculation of the performance metrics. We are working on making xPOSe more robust in spite of 
these technical issues. We intend to extend the application so that it can work with the popular search 
engines. 

In future works, we are aiming on application enhancements to tackle the more metrics to include 
comparative recall among search engines (i.e. comparing recall between different search engine results 
listings for the same query). We also would aim to test extensively the application through user study of 
subjects from environments as diverse as industrial engineering and manufacturing as well as 
education. In the near term, we are planning to implement xPOSe in a large-scale search engine 
evaluation study. 

 

9. CONCLUSION 
In this research, we build an application for automated Web search engine evaluation relying on implicit 
feedback that could provides performance measures comparable with that provided by actual searcher 
evaluation of results. The user testing of the application was carried out with 5 users, and we compared 
the metric values calculated by our tool with the values of the metrics calculated manually from explicit 
measures. This research demonstrates that real-time performance evaluation of Web search engines 
utilizing implicit feedback is feasible. 
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